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ABSTRACT

Rapidly increasing amounts of genomic information have made computational genomics a core field in the
mapping of the genetic etiology of human disease. The algorithmic evolution and hardware acceleration
techniques driving the next generation of disease gene discovery are synthesized in this review. We critically
examine the computational terrain according to three fundamental paradigms: Variant Prioritization,
Polygenic Risk Analysis, AI-Powered Discovery, tackling head-on the central challenge of cross-ancestry
portability. We then break down the computational complexity of these workflows and analyze how it
can be implemented on the current hardware; we consider the GPUs as the leading hardware to accelerate
them due to the high throughput and programmability. Lastly, we talk of how performance-portable,
interpretable, and equitable computational frameworks need to be co-located in order to achieve the
promise of precision medicine. The review summarizes the findings of 40 iconic publications to give an
overview of the direction of computational problems in genomics in the future.

Keywords: Computational Genomics, Variant Prioritization, Polygenic Risk Scores, Deep Learning,
Hardware Acceleration, GPU, Algorithmic Fairness

The completion of the Human Genome Project marked a defining moment in modern biological science,
fundamentally transforming our understanding of human heredity and disease biology!"’. Since then, rapid
advancements in next-generation sequencing technologies have dramatically reduced sequencing costs
while exponentially increasing the volume of genomic data generated worldwidel.. It takes days before
what previously took years of coordinated world effort to achieve. Nonetheless, such an unprecedented
increase in the volume of genomic data has moved the main problem of the process towards the
interpretation of data.
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It is no longer a problem of modern genomics that sequencing capacity limits our study; rather, it is the
fact that we can only computationally determine which of millions of genetic variants are meaningfully
contributing to disease. Millions of single-nucleotide variations and thousands of structural ones are
encoded in the typical human genome, but only a small proportion of them are pathogenic. It has become
a computational needle-in-a-haystack problem based on the need to apply sophisticated statistical
modelling, machine learning and high-performance computing in order to distinguish harmful mutations
and benign polymorphisms.

Computational genomics is thus considered a highly important interdisciplinary sphere that involves
computer science, statistics, molecular biology, and hardware engineering. Generally, the discovery of
disease genes is currently guided by three major computational paradigms. First, integrative annotation
systems, like CADD!®, REVEL!), and Exomiser'®], are used to identify probable causal variants in a
rare monogenic disease using the approach of variant prioritization. Second, polygenic risk score (PRS)
models are based on the quantification of genetic risk of complex diseases using large-scale genome-
wide association data, typically using a Bayesian framework, such as LDpred2!') and PRS-CS!'?, Third,
deep learning and Al-based applications, such as AlphaMissense!'® and Deep Variant!'®! are redesigning
the approaches to the interpretation of raw biological sequences, leaving the handwritten rules to
representation learning.

Hardware acceleration has also been made irreplaceable alongside algorithmic innovation. Genomic
workflows consist of huge matrices to operate with, database searches that consume a lot of memory and
highly parallelizable calculations. Other accelerators and Graphics Processing Units (GPUs) have thus
become essential in the scaling of disease genomics pipelines®?!). But as more computational power is
gained, new issues of interpretability, inter-ancestry fairness, and fair clinical translation have emerged!'3!.

This review summarizes the most recent developments in computational genomics in both algorithmic and
hardware acceleration. We discuss the advantages and disadvantages of the fundamental computational
paradigms, their scalability and computational properties and present new challenges such as the
interpretability of models, cross-ancestry portability and integration of multi-omics. This review seeks
to give a broad-based vision of the future of disease gene discovery in the age of precision medicine by
providing a connection between algorithmic innovation, performance engineering and ethics.

LITERATURE REVIEW
Ref | Authors (Year) Focus Area Key Contribution Impact On Field
1 Lander et al. (2001) | Human Genome First draft human Foundation of disease genomics
Project genome
2 Stephens et al. Big Data in Genomics | Data explosion analysis | Framing genomics as a big data
(2015) problem
3 Wetterstrand (2024) | Sequencing cost Sequencing cost Justifies the computational scaling
trends reduction data need
4 Marx (2013) Big data challenges Computational Motivates scalable methods
challenges overview
5 Moreau & Gene prioritization Integrative candidate Basis of variant prioritization
Tranchevent (2012) ranking
6 Kircher et al. (2014) | Variant scoring CADD pathogenicity Machine-learning annotation
framework model
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7 loannidis et al. Ensemble prediction | REVEL for rare Improved variant classification
(2016) missense

8 Smedley et al. Ensemble prediction | REVEL for rare Improved variant classification
(2015) missense

9 Karczewski et al. Population genomics | gnomAD allele Variant filtering baseline
(2020) frequencies

10 Subramaniyan et al. | Benchmarking GenomicsBench suite Performance evaluation
(2021)

11 Privé et al. (2020) Polygenic modelling | LDpred2 Bayesian PRS | LD-aware risk prediction

12 Ge et al. (2019) Bayesian PRS PRS-CS continuous Automated shrinkage modelling

shrinkage
13 Martin et al. (2019) | Health disparities PRS cross-ancestry bias | Equity challenge
14 Sirugo et al. (2019) | Diversity in genomics | Need for diverse Global representation importance
populations

15 Turakhia et al. Genomics accelerator | Darwin co-processor Hardware acceleration evidence
(2018)

16 Cheng et al. (2023) | Al variant prediction | AlphaMissense Foundation model in genomics

17 Oxford Nanopore Basecalling Dorado software Transformer-based signal decoding
(2023)

18 Poplin ez al. (2018) | Deep learning DeepVariant CNN-based variant calling

19 Vaswani et al. Transformer model Self-attention Sequence modelling backbone
(2017) architecture

20 Singh et al. (2024) | Basecalling RUBICON framework | Efficient deep-learning basecalling

optimization

21 Alser et al. (2020) Genome acceleration | GPU primer Accelerator overview

22 Li (2018) Alignment Minimap2 Core alignment algorithm

23 Schmidt & Hundt GPU computing cuDTW++ Accelerated signal alignment
(2020)

24 Shi et al. (2016) Edge computing Vision & challenges Clinical deployment context

25 Costanzo et al. Performance SYCL in bioinformatics | Cross-platform scalability
(2024) portability

26 Guo et al. (2019) FPGA vs GPU Hardware comparison Accelerator trade-offs

27 Adadi & Berrada Explainable Al XAI survey Interpretability challenges
(2018)

28 Fatumo et al. (2022) | Genomic diversity Diversity roadmap Equity in genomic medicine

29 Hasin et al. (2017) | Multi-omics Omics integration Future disease modelling

30 Mutlu & Firtina Co-design Algorithm—architecture | Scalability strategy
(2023) co-design

31 Deorowicz & Data compression FASTQ compression Storage optimization
Grabowski (2011)

32 1000 Genomes Global variation Human variation Population baseline
Consortium (2015) reference

33 Sifrim et al. (2013) | Data fusion eXtasy prioritization Multi-layer scoring

34 Wick et al. (2019) Neural basecalling Nanopore accuracy Deep learning benchmarking

study
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35 Chacon et al. (2014) | GPU indexing FM-index acceleration | Memory optimization
36 Jofre et al. (2021) Cybersecurity Privacy in healthcare Clinical deployment risk
systems
37 Trott et al. (2022) Parallel programming | Kokkos model Exascale portability
38 Luo et al. (2020) Deep neural variant Pileup neural modelling | Al-based SNP detection
calling

39 Gamaarachchi ef al. | GPU signal alignment | Nanopore event Accelerated signal processing
(2020) alignment

40 Zeggini et al. Translational Precision medicine Clinical translation
(2019) genomics roadmap

METHODOLOGY

A systematic approach was used to conduct this review so as to have a thorough synthesis of the
computational genomics landscape.

Literature Search: PubMed, IEEE Xplore and Google Scholar (2014-2024) were searched systematically.
The keywords were restricted to: computer genomics, variant prioritization, polygenic risk score, machine
learning genomics, and name of particular tools, including: CADD.

Inclusion/Exclusion: We chose articles that were either introducing new methods of computation,
offering important benchmarks, or had important views on major challenges. Purely experimental works
were not accepted.

Data Synthesis: The literature chosen was thematically reviewed on the topic of focus on algorithm
principle, computational complexity and hardware suitability.

CORE COMPUTATIONAL PARADIGMS IN DISEASE GENOMICS

Variant Prioritization

Prioritization of causative variants among millions of candidates is the initial difficulty of the diagnosis
of'arare disease. Integrated Pathogenicity Scores: Primitive heuristic filters were evolved into integrative,
score based structures. To begin with, the Combined Annotation Dependent Depletion (CADD) system
was a breakthrough that demonstrated that a single score combining multiple types of genomic annotations
could significantly improve prediction of pathogenicity. Computational tools have significantly improved
disease gene prioritization™. This was succeeded by the ensemble approach of REVEL where several
predictors are used to achieve better accuracy. Phenotype: Exomiser is called upon to match patient
symptoms with gene-disease knowledge bases and significantly improves diagnostic yield by imitating
clinical reasoning. Population Databases: Databases like gnomAD are an important filter to remove
common benign variants. Computational Characteristics: These workflows are typically memory-intensive,
and they conduct a huge amount of database lookups. High memory bandwidth is an advantage to them,
as GPUs possess.
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Fig. 1: Outlines a typical bioinformatics workflow for narrowing down genetic variants from a large dataset
to a shortlist of candidates for further analysis

1. Combined Annotation-Dependent Depletion (CADD)

CADD is one of the most common versions of prioritization score, which uses a combination of
various genomic annotations to predict the deleteriousness of genetic variants. It integrates evolutionary
conservation measures, regulatory annotations, epigenomic signals and protein-level features on a
machine-learning framework that has been trained to differentiate naturally occurring human variants and
simulated pathogenic ones. CADD integrates multiple genomic annotations into a unified pathogenicity
scorel®. CADD provides a scaled score (C-score) where higher scores are associated with greater functional
impact, which allows researchers to rank variants in the entire genome and focus on those with have
the greatest likelihood of cause of a disease. The underlying idea of it is to integrate an extensive set of
genomic annotations, such as conservation across evolution, regulatory properties, chromatin, binding
of transcription factors, protein structure prediction and even comparative genomics, into a combined
score. CADD creates a training set by comparing observed human variants (which are thought to be
highly tolerated) and simulated variants (which are thought to contain changes that are deleterious).
The machine-learning model which is usually a regularized linear or tree-based classifier is trained to
distinguish between these two classes. The C-score is an indication of the likelihood of a given variant to
resemble the simulated pathogenic variants rather than benign variants. Given that C-scores are higher,
the higher is its functional impact, researchers can quickly triage millions of variants and choose the ones
that are most likely to cause disease phenotypes.

2. Rare Exome Variant Ensemble Learner (REVEL)

REVEL (Rare Exome Variant Ensemble Learner) is a predictor of pathogenicity of ensemble-based
predictors that is specific to rare missense variants. It combines the results of several existing tools,
such as MutationAssessor, PolyPhen-2, SIFT, MutationTaster, and others, through a supervised learning
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model which is trained on curated pathogenic and benign variants provided in databases, such as ClinVar
and HGMD. Ensemble-based predictors such as REVEL improve rare missense variant classification
accuracy!’!. Combining the better qualities of several predictors, REVEL is more accurate and stronger
than any single tool and a probability-like result (0 to 1) is provided with higher values indicating greater
confidence of pathogenicity. REVEL performs particularly well in the clinical environment where the
correct interpretation of infrequent variants is an essential requirement. It operates on the principle of
ensemble learning: each single tool is adding a new perspective of variant impact and in REVEL, gradient
boosting is used to discover weighted combinations that are most effective at distinguishing between
known pathogenic and benign variants in databases, such as ClinVar and HGMD. The last REVEL score
is 0-1 based and acts as a likelihood of pathogenicity. Since it utilizes complementary capabilities of
most of the predictors, and does not overfit, REVEL generally does better than any one tool, making it
a potent means of triage in clinical variants.

3. Exomiser

Exomiser is a common calculational device in disease gene and variant prioritization, has been applied
in rare disease genomics. Phenotype-driven prioritization tools such as Exomiser enhance rare disease
diagnostics®®. Tt combines variant pathogenicity and gene-phenotype relevance with cross-species
phenotype data to discover the most probable causal mutations based on the exome or genome sequencing
data. Exomiser is based on extraction of variants by first filtering on exome or genome sequencing
data, depending on allele frequency in databases like gnomAD. The remaining variants are then rated
based on the predicted pathogenicity with the aid of such tools as CADD, REVEL, PolyPhen-2, SIFT,
and conservation measures. Simultaneously, the user gives a list of patient phenotypes in the form of
Human Phenotype Ontology (HPO) terms. Exomiser uses these patient HPO terms and compares them
with known human disease gene annotations and phenotypic profiles of model organisms such as mice
and zebrafish to compute a phenotype similarity score. These two scores variant pathogenicity score and
phenotype similarity score are merged into eventual score called Exomiser score which ranks the genes
and variants. Functionally damaging and phenotypically compatible variants with the symptoms of the
patient ascend to the top thus enabling quick selection of probable causal mutations.

4. gnomAD

One of the biggest publicly available databases of human genetic variation is gnomAD (Genome
Aggregation Database). Large population databases such as gnomAD provide essential allele frequency
baselines?. It brings together exome and genome sequencing data of over 140 000 individuals representing
varied populations and this offers high quality allele frequency data on millions of variants. gnomAD is
extensively applied in clinical genomics since it aids in distinguishing rare and potentially pathogenic
variants in the population against common and likely benign ones.

Table 1: Comparison of CADD, REVEL, and Exomiser

CADD REVEL EXOMISER

It is used to predict variant It is used to predict pathogenicity of |1t is used to prioritize causal variants using

pathogenicity rare missense variants combined pathogenicity and phenotype
matching

Input data are SNVs and indels Input data are Missense variants and  |Input data are VCF variants and patient

also annotation features features from multiple predictors HPO phenotypes also population
frequency
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Output are CADD score (scaled
0-99)

Output are REVEL score (0-1)

Output are Exomiser score (0—1) ranking
genes/variants

Working principle is it Integrates
greater than 60 genomic
annotations using machine learning
to estimate deleteriousness

Working principle is it Ensemble
combining scores from SIFT,
PolyPhen-2, MutationAssessor,
CADD, etc.

Working principle is it combines variant
pathogenicity predictions with phenotype
similarity (HPO + model organisms)

It evaluates Molecular-level variant
impact

It evaluates Missense pathogenicity
likelihood

It evaluates full gene—variant—phenotype
match

Accuracy is high for general
variant annotation, AUC ~0.88

Accuracy is very high for rare
missense variants, AUC ~0.92-0.95

Accuracy is the highest diagnostic
accuracy in clinical pipelines when
phenotype is available (30—70% causal
gene identification, depending on the case)

It is used in rapid variant filtering
and prioritization

It is used in prioritizing missense
variants with high accuracy

It is used in clinical rare disease diagnosis
and gene discovery

Its computational complexity is
low—moderate

Its computational complexity is low

Its computational complexity is high

It works for many variant types;
broad coverage

It is very reliable for missense; the
ensemble improves precision

It uses phenotype — more accurate
clinically

Example: A variant with CADD
score 30 is flagged as highly

damaging.

Example: A REVEL score of 0.85
suggests a missense variant is likely
pathogenic.

Example: Exomiser ranks gene “X”
highest because the variant + symptoms
strongly match

Polygenic Risk Scores: Quantifying Complex Disease Risk

Transmission of risk of common diseases is spread over thousands of small-effect variants. Statistical
Architectures: The original PRS were naive sums of the effect sizes of GWAS. More complex approaches,
such as LDpred2 and PRS-CSuse Bayesian models to consider linkage disequilibrium, and are more
accurate in risk estimates. The Portability Challenge: A significant shortcoming is that PRS is poor among
ancestries. In other populations, such as in European databases, PRS using European data are poorly
trained, which causes an acute equity crisis in genomic medicine!®). Computational Characteristics: PRS
computation is based on massive matrix operations, and it is highly parallelizable and, therefore, suitable
to GPU acceleration.

1. Linkage Disequilibrium-adjusted Polygenic Prediction (version 2) LDpred2

LDpred2 incorporates linkage disequilibrium structure into Bayesian polygenic prediction models!'!.
Unlike the basic PRS methods of treating SNPs as independent (up to their genome-wide pattern of
association), LDpred2 applies genome-wide patterns of correlation to generate more accurate genetic
risk inferences. LDpred2 operates by correcting effect sizes of GWAS on a Bayesian framework that
uses linkage disequilibrium (LD) between adjacent variants. Rather than one SNP at a time, LDpred2
fits the correlation structure in the genome with an LD matrix, which permits it to adjust inflated or
biased effect-size estimates due to LD. It repeats the Gibbs sampling to approximate the posterior effect
size of each variant with a spike-and-slab prior, which separates the true causal SNP SNP variants and
the noise. In this step, LDpred2 is able to simultaneously shrink the noise to zero, redistribute the effect
size across correlated SNPs and determine the most plausible causal architecture of the trait. LDpred2 is
also efficient, scalable to biobank scale data and stable at large scale using block-wise LD matrices and
optimized sparse operations with high predictive accuracy. Polygenic risk scores are then computed with
the final output of LD-adjusted SNP weights that are much more accurate than traditional techniques.
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2. Polygenic Risk Score—Continuous Shrinkage(PRS-CS)

PRS is a Bayesian polygenic prediction technique that predicts SNP effect sizes on a continuous scale and
automatically incorporates linkage disequilibrium (LD) through external LD reference panels. PRS-CS
operates based on application of a Bayesian regression model that implements a continuous shrinkage
(CS) prior to estimate SNP effect sizes to score polygenic risks. PRS-CS applies continuous shrinkage
priors to improve effect size estimation!'?, The approach uses GWAS (Genome-Wide Association Study)
summary statistics and fits them together with an external LD reference panel (e.g. 1000 Genomes or
UK Biobank), which enables the approach to capture the association between nearby genetic variants.
PRS-CS does not require the researcher to manually adjust parameters, instead it uses an automatic
parameter learning mode to learn the global shrinkage parameter, a value that determines the strength
with which SNP effect sizes are shrunk to zero. Strong evidence SNPs do not shrink, whereas weak or
noisy SNPs are highly shrunk, minimising overfitting. PRS-CS uses the Markov Chain Monte Carlo
(MCMC) sampling to maintain the posterior effect sizes at each iteration until convergence. The resulting
product is a vector of posterior SNP weights which can be multiplied with the genotype of an individual
to form a polygenic risk score. Since it uses both LD structure and adaptive shrinkage, PRS-CS tends to
be more accurate in its predictions, particularly high polygenic traits, than the classical algorithms such
as clumping-and-thresholding.

Table 2: Comparison between LDPred2 and PRS-CS

LDPred2 PRS-CS
LDPred2 uses Bayesian model with different effect-size ~ |PRS-CS uses Bayesian regression with Continuous
models Shrinkage prior

It works by adjusting GWAS summary statistics using an |It works using continuous shrinkage priors + MCMC to
LD matrix, estimates posterior SNP effect sizes across LD |infer posterior SNP effects while automatically learning

blocks shrinkage parameters

It uses block-wise LD matrices; highly efficient and It uses external LD reference panel fully Bayesian LD

scalable modeling

Accuracy is very high, often among best performers, Accuracy is comparable or higher for highly polygenic

especially for large European datasets traits, strong performance across ancestries

Bayesian shrinkage varies depending on mode Continuous shrinkage prior automatically adapts per-SNP

It supports sparse models (sets many SNPs exactly to zero)|It has continuous sparsity(rarely sets SNP effects to zero
exactly)

Used in large biobank-scale PRS computation; rapid Used in high-accuracy PRS for polygenic traits; reduced

testing of multiple models need for hyperparameter search

It is fast, flexible models, handles very large datasets It has high accuracy, no tuning, strong LD modeling

efficiently

It is best for large-scale computational workflows needing |It has highest accuracy PRS when computational budget is

speed and accuracy moderate

Example: Researchers use PRS-CS to build highly Example: Pharma pipelines use LDpred2 for fast multi-

accurate polygenic risk scores for complex traits like type |trait screening
2 diabetes in multi-ancestry cohorts.

The Al Revolution

Direct learning on biological sequences is now being redefined to predict genomics using deep learning.
Foundation Models: AlphaMissense predicts variant effects using first principles with astonishing
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accuracy using a protein language model. Transformer Architectures have enabled great improvements
in the accuracy of translating raw nanopore signals into DNA sequences in basecalling, through tools
like Dorado!'”. Deep Learning in Variant Calling like CNNs, such as DeepVariant!'®], are used to call
variants based on images of pileups of aligned reads, and are able to match human-expert accuracy.
These models are highly computationally intensive, with matrix multiplications (GEMMs) being the
most common operations with an O(n2) complexity that is caused by the attention mechanisms. Ideally
utilized in the use of the GPU tensor cores, research is undergoing to utilize low-precision formats to
have better efficiencies.

Input Data Al Model Genomics Task
/ \ Y Y
Electrical Signals s Transformers > Base Calling
Read Pileups Convﬂmr;?'l(sNeural Variant Calling

Fig. 2: Depicts a high-level workflow for applying Al models to genomics tasks. The diagram flows from
left to right, showing the progression from raw data to a final analytical objective

1. Alpha Missense

AlphaMissense is a good illustration of the way to how the modern Al algorithms, along with the
accelerators on which they run, are changing the process of discovering disease genes using computational
genomics. AlphaMissense leverages protein language models and structural reasoning for proteome-scale
variant prediction!'®l. Conservation scores are the simple machine-learning classifiers AlphaMissense
is evidence of the new age when foundation models and huge biological datasets outperform classical
algorithms.

AlphaMissense works by taking protein language models and AlphaFold-style structural reasoning to
analyse the effect of a missense mutation directly based on biological first principles. It starts by giving
the wild-type protein sequence or the suggested amino acid substitution, and a large protein language
model, which has been trained on millions of similarly-evolutionally related protein sequences, to estimate
the probability of that substitution under natural evolutionary constraints. Meanwhile, it uses structural
context acquired through AlphaFold, as it predicts how the new amino acid would fit in the 3D space in
which the protein would exist and how that would impact the stability, folding, or local interactions. The
combination of these evolutionary and structural signals in a deep neural network yields AlphaMissense
a continuous pathogenicity score between 0 and 1 indicating the incompatibility of the substitution with
normal protein function.
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Input AlphaMissense Output
M Pathogenic
Reference: CAG
Q Uncertain
T . ;
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; —> Structure context —> u pathogenic
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A I Q)|Q @‘ U“%r'l _
, 2 " neertain
Missense M 2 e O For all possible mis- &
: CGG ¢ 0 /
variant R | 0 sense variants in the Likély
T Protein language Benign Pathogenic human genome henign
DNA  Protein modeling Training variants

Fig. 3: Describes how AlphaMissense converts a DNA missense variant into a pathogenicity prediction by
integrating protein structural context, protein language modeling, and training data to classify variants as
benign, uncertain, or pathogenic

Since it is not based on clinical nomenclatures and rather derives constraints directly based on sequence
and structure, it is able to precisely score even uncommon or novel variants throughout the entire human

proteome.

2. Transformer Architecture

Transformer Architecture

Embeddings
Input =9é!1 v Output
N T
The quick g9 | [Nw = o ) Lerenard
brown fox = 1] 8 brun rapide

1 |||

Fig. 4: Describes how a Transformer architecture converts an input sentence into embeddings and processes
them through a decoder to generate a translated output

Transformer Architecture is a type of deep learning architecture system to process sequential data with
attention mechanisms in place of recurrence or convolution. The Transformer architecture introduced
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self-attention mechanisms for sequence modeling™”!. It works by encoding every input token into a
vector, and letting each token in the sequence to function as a directly interacting process with all the
others, a process known as self-attention which dictates the amount of influence one element should
have over another. This gives the model the ability to capture the long range dependencies, contextual
meaning, and complex patterns as compared to the traditional sequence models. Transformer consists
of stacked layers of multi-head attention and feed-forward neural networks, which are facilitated by
positional encodings giving information on the order of words or symbols. Due to parallel processing of
all elements, Transformers have a very high level of scalability, thus forming the basis of modern large
models in natural language processing, vision, protein modeling and genomics.

Transformer architectures work on the principle of self-attention that allows the model to simultaneously
consider all the elements of a sequence instead of working through them sequentially as in either RNNs
or LSTMs. The tokens of the input are converted to query, key, and value vectors, and attention weights
are calculated to clarify the extent to which each token is expected to impact on all others. The long-range
dependencies and contextual meaning are high flexibility to the model through these interactions. Multi-
head attention builds upon this by learning various kinds of relationships simultaneously by projecting the
input into multiple subspaces. Positional encodings add some information on rankings of the tokens, and
remedy the non-recurrent structure of the model. Transformer uses attention and feed-forward networks
in layers, and the residual links with the normalization of each layer to stabilize the process. Transformers
is a highly parallelized design that is driven by large-scale matrix multiplications, enabling it to scale to
a wide variety of domains, including language, vision, proteins, and genomics.

Transformer architecture is applied in Dorado to carry out high-accuracy basecalling by converting raw
nanopore electrical signals into DNA bases. Dorado constructs its basecalling models with Transformer
blocks, i.e. modified self-attention layers, capable of processing long sequences of noisy time-series
signal. Transformer attention is an alternative to recurrent networks, where signals are processed step-
by-step, but instead Dorado considers all portions of the signal at the same time and tries to learn global
features, like how neighboring k-mers influence levels of the signal. The context-aware parallel processing
of nanopore signal behaviour aids Dorado in interpreting complex signal behaviour in nanopores more
accurately. That is, Dorado does not interface to Transformers on the outside, but its architecture adopts
Transformer architecture as its innermost deep-learning decoder of nanopore signals.

3. Deep Learning in Variant Calling

Deep learning has reshaped variant calling methods as it allows models to be trained using raw sequencing
read data instead of statistical features which have to be pre-established by hand. Deep Variant demonstrated
that convolutional neural networks can achieve expert-level variant calling accuracy!'®l. Convolutional
Neural Networks (CNNs) interprets aligned reads of sequencing data as pileups (which are pictorial
representations) to enable the model to recognize patterns related to SNPs, indels, and sequencing errors
with high accuracy comparable to human curators. In other architectures such as recurrent networks
and Transformers, base qualities and coverage patterns and context signals have been used to combine
towards gaining precision in the problematic genomic regions. Denoising sequencing artifacts, long-
range dependencies, and platform generalization are the capabilities of these deep-learning methods that
greatly improve the sensitivity and specificity of traditional pipelines based on heuristics. Increment of
sequencing throughputs, deep learning-based variant callers have continued to establish new benchmarks
of accuracy, robustness, and scalability in clinical and research genomics.
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DeepVariant = data visualization + image classification

pileup images

data
visualization

image
- —

Fig. 5: The DeepVariant workflow converts sequencing read alignments into pileup images through a
data-visualization step, and then applies an image-classification neural network to these images to produce
highly accurate variant calls

Deep learning variant calling is a technique, which trains neural networks that can classify real genetic
variants as such versus sequencing noise based on the patterns inferred by the neural network through
training on massive datasets of aligned reads. The model does not use handcrafted rules, instead converting
the aligned reads around every candidate variant site into structured representation (usually an image-like
pileup or tensor) and then inputs it into a neural network e.g. a CNN, RNN or Transformer. Some of the
features to be learned by the network include mismatches, insertions, deletions, base qualities, strand
bias, mapping quality and local sequence context. In inference, the model assumes the evaluation of all
genomic positions and predicts the likelihood of the various genotypes and then picks the most likely
variant. This data-driven strategy enables the system to attain subtle, nonlinear error signatures and long-
range context, which makes the system much more accurate than the traditional statistical algorithms.

4. Computational Characteristics

Computational characteristics are properties that are related to performance of an algorithm- how it
utilizes compute, memory, data and parallelism to obtain its accurate and efficient results. These properties
of deep-learning-based variant calling are high computational intensity of millions of convolution or
transformer computation, large memory bandwidth of sequencing reads and feature tensors, and wide
parallelism that is easily mapable to GPUs or specialized accelerators. They can have large floating-point
throughput, optimized tensor operations, and scalable batch processing to process entire datasets of
genomes efficiently. Other features are latency (rapidity of being able to process a sample), throughput
(number of genomes per hour), energy efficiency and the capability to make use of hardware capabilities
such as mixed-precision arithmetic, vector units, or special-purpose Al cores. A combination of these
computational properties defines a model as feasible to use in practical clinical or research pipelines of
genomic studies.

Table 3: Comparison of AlphaMissense, Transformer Architecture, and Deep Learning Variant Calling
in Computational Genomics

AlphaMissense Transformer Architecture Deep Learning Variant Calling
Its primary purpose is to predict Its primary purpose is general Its primary purpose is to detect SNPs
pathogenicity of missense variants sequence modeling (DNA/protein) & indels from sequencing reads
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Input data are protein sequence,
structural context

Input data are any sequence (DNA,
RNA, protein)

Input data are pileup images / tensors
from aligned reads

Output are pathogenicity score (benign
— pathogenic)

Output are context-aware embeddings
or predictions

Output are variant calls + confidence
(HOM_REF, HET, HOM_VAR)

It uses hybrid model- AlphaFold
structural priors and protein LLM

It uses hybrid model- AlphaFold
structural priors and protein LLM

It uses CNNs or Transformers
(DeepVariant = CNN)

Accuracy is ~89% for pathogenicity
prediction

Accuracy depends on task; state-of-
the-art on long-range dependency
tasks

Accuracy SNP F1 > 99.9%, Indel F1
96-99%

Computational complexity is high

Computational complexity is very high

Computational complexity is moderate
to high

Best for functional impact of missense
mutations; integrates structure

Captures long-range sequence
relationships; highly flexible

Extremely accurate variant calling;
outperforms classical pipelines

Main task is variant interpretation

Main task is sequence modeling &
embedding

Main task is variant detection

Scalability is high at inference

Scalability is limited by sequence
length

Very scalable

Example: Used to score all possible
missense mutations.

Example: Used for protein and DNA
embeddings.

Example: Used by Google/ONT
pipelines.

5. Hardware Acceleration and Performance Portability

Variant Calling

Base Calling

PE(Paired-End
Reads)Score

.| Transformers(Protein

Convolutional Neural

Variant Calling Language Model) 7 Networks
Framework Layer
CPU FPGA

GPU

Fig. 6: Illustrates a three-layer technology stack for high-performance computing, particularly in the
context of bioinformatics applications

The current genomic studies are computationally demanding, far out of the capability of general-purpose
CPUs. First and most obvious platform: GPUs are the acceleration platform of the first choice due to their
tremendous parallelism, high memory bandwidth and established software ecosystem. GPU acceleration
has significantly reduced runtime in genome analysis workflows®!. Minimap2 remains a widely used
alignment tool in genomic pipelines®®?. GPU-accelerated dynamic time warping improves signal alignment
efficiency® Minimap2, and dynamic time warping algorithms are the most important components,
which have been already ported to the GPU. Portable Performance of Edge-computing: The point-of-
care environment is characterized by distinct drawbacks (privacy, size, power). It is proposed to take a
two-step approach: Optimize for GPU-CPU Systems. Removing the workflows to other accelerators,
239
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such as FPGAs, can be assisted by re-targeting the workflows to Performance Portability Frameworks,
like SYCLP, to achieve low-power and customized edge deployments.

DISCUSSION AND FUTURE DIRECTION

The field of computational genomics has brought a revolution in the field of disease gene discovery, yet it
still has a long way to go. The primary barrier of clinical trust and acceptance of the complex Al models
is that the Al models are black boxes. Explainable Al frameworks aim to address black-box limitations
in deep learning models®”. The discipline needs to work on the creation of fair algorithms in conjunction
with representative genomic data that indicate global diversity. The next generation technologies should
be directed to combine genomic data with transcriptomic, epigenomic, and proteomic layers to provide
a comprehensive picture of the disease. The scalability to exabytes of data® requires hardware-software
codesign innovations, compressed data innovations.

CONCLUSION

Over the past two decades, computational genomics has undergone a remarkable transformation. What
began as a straightforward annotation-based variant filtering system has evolved into a sophisticated
landscape of machine learning models, Bayesian statistical methods, and Al-driven foundation models
operating at the proteome scale. Today, computational genomics sits at the intersection of biology,
computer science, and high-performance computing. Variant prioritization tools such as CADD, REVEL,
and Exomiser have significantly advanced the diagnosis of rare diseases by integrating diverse genomic
evidence. Meanwhile, polygenic risk score models like LDpred2 and PRS-CS have enabled the quantitative
risk stratification of complex diseases, although challenges related to cross-ancestry applicability remain a
major hurdle. At the technological frontier, deep learning systems such as AlphaMissense and Deep Variant
are transforming biological inference by learning directly from sequence and structural data, moving
beyond traditional handcrafted features. Yet, algorithmic innovation alone is insufficient. The exponential
growth of genomic data has necessitated the adoption of hardware acceleration, performance-portable
frameworks, and algorithm-architecture co-design strategies. GPUs and specialized accelerators are now
foundational for scalable genome analysis rather than optional enhancements. Looking ahead, disease
gene discovery must transcend computational efficiency. The pillars of responsible precision medicine
will be interpretability, equitable representation across populations, robust data privacy, and fair clinical
translation. Addressing these complexities will require interdisciplinary collaboration among geneticists,
computer scientists, clinicians, hardware engineers, and policy makers. In summary, computational
genomics has matured from a data processing discipline into an intelligent inference ecosystem. The future
of disease gene discovery will be shaped by explainable Al, scalable hardware, integrated multi-omics
data, and globally representative genomic datasets. Ultimately, the promise of personalized medicine can
only be realized when technological innovation is matched by ethical and social responsibility.
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